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Professional Summary:

· Sr. Data Engineer with 13+ years of experience in building data intensive applications, tackling challenging architectural and scalability problems. 
· Exposed to all aspects of Software Development Life Cycle (SDLC) such as Analysis, Planning, Developing, Testing, and implementing and post-production analysis of the projects and methodologies such as Agile, SCRUM and waterfall. 
· Very Good experience working in Microsoft Azure including Azure Cloud, Azure Data Factory, Azure Databricks, Azure DevOps, Azure Data Lake Storage, Azure Synapse Analytics, Azure Analytical services, Azure Cosmos NO SQL DB, Azure HD Insight Big Data Technologies (Hadoop and Apache Spark) and Databricks.
· Proficient in working with Big Data solutions such as Delta Lake by Databricks and SQL DBMS to handle large-scale data processing and analytics.
· Hands on experience overall ETL (Extract Transformation & Load) process.
· Utilized Presto to extract, transform, and analyze data from various large-scale datasets to create real-time dashboards for business insights
· Experience with Google Cloud Storage for managing unstructured data, backups, and archival of large datasets.
· Leveraged Presto to aggregate and transform data from various sources, delivering real-time data feeds to Tableau dashboards for enhanced business intelligence and decision-making.
· Highly skilled Talend Developer with over 4 years of experience in designing, developing, and managing complex ETL processes for large-scale data integration projects
· Proficient in utilizing Talend’s suite of tools, including Talend Studio, Talend Data Integration, and Talend Data Quality, to extract, transform, and load data across diverse systems.
· Well-versed in data modeling concepts, including entity definition, idempotency, normalization/de-normalization, dimensional modelling, and key-value databases.
· Expertise in Cloud technologies AWS, Microsoft Azure, GCP, and On-Prem Cloudera.
· Experience with Power BI modeling and reporting
· Good hands-on experience with Python API by developing Kafka producer, consumer for writing Avro Schemes
· Experienced in Design, Development, and Implementation of large - scale projects in Financial, Shipping and Retail industries using Data Warehousing ETL tools (Pentaho) and Business Intelligence tool.
· Proficiency in developing applications using GCP Cloud Services such as Dataproc, Google Cloud Storage (GCS), Cloud Functions, GCS, cloud functions, Cloud dataflow, Pub/Sub, Cloud Shell, GSUTIL and Big Query.
· Experience with designing, building, and operating solutions using virtualization using private hybrid/public cloud technologies.
· Skilled in managing NoSQL databases like MongoDB, with a focus on data setup to support front-end applications.
· Extensive experience in developing web pages using HTML/HTML5, XML, DHTML CSS/CSS3, SASS, LESS, JavaScript, React JS, Redux, Flex, Angular JS (1.X) jQuery, JSON, Node.js, Ajax, JQUERY Bootstrap.            
· Experience working with Data warehouse like Teradata, Oracle, SAP.
· Expertise in designing efficient, scalable, and flexible MongoDB schemas to support dynamic application requirements
· Experience in building data pipelines using Azure Data factory, Azure Databricks and loading data to Azure data Lake, Azure SQL Database, Azure SQL Data warehouse and controlling and granting database access. 
· Good understanding of Spark Architecture, MPP Architecture, including Spark Core, Spark SQL, Data Frames, Spark Streaming, Driver Node, Worker Node, Stages, Executors and Tasks.
· Experience in AWS Management and Governance suite, including CloudTrail and CloudWatch, to ensure robust monitoring and compliance.
· Proficient in managing Identity and Access Management (IAM) policies and roles to secure data access in GCP environments.
· Extensive hands-on experience with AWS Compute services, including EC2, Lambda, Beanstalk, Batch, and ECS, showcasing the ability to deploy and manage cloud infrastructure effectively.
· Skills in AWS Analytics services, such as Athena, EMR, Glue, Redshift, and Kinesis, for advanced data analysis and real-time streaming.
· Experience in Database Design and development with Business Intelligence using SQL Server 2020/2022, Integration Services (SSIS), DTS Packages, SQL Server Analysis Services (SSAS), DAX, OLAP Cubes, Star Schema and Snowflake Schema.
· Automate identity lifecycle management using APIs and scripts
· Collaborate with security teams to ensure compliance with identity policies
· Troubleshoot and resolve identity and access management (IAM) issues in data workflows
· Created and managed a Docker deployment pipeline for custom application images in the cloud using Jenkins.
· Experience in building ETL (Azure Databricks) data pipelines leveraging PySpark, Spark SQL.
· Adept at using PySpark for data processing and analysis.
· Skilled in using ERwin Data Modeler for various databases and data stores, including SQL Server.
· Experience working with Azure Logic APP Integration tool.
· Selecting appropriate low cost driven Azure services to design and deploy an application based on given requirements.
· Legacy Informatica logical code migrated into Python, Spark, Databricks.
· ETL process and loaded Dataset results into cloud storage S3/ blob/ relational databases.
· Strong Hands-on experience on Cloud Environment (Azure). In-depth knowledge of Microsoft cloud-managed databases and systems, including Managed SQL Instance, Cosmos DB, and Databricks Delta Lake, for seamless data management.
· Expertise on working with databases like Azure SQL DB, Azure SQL DW.                                                                          
· Expertise in configuration and automation using Chef, Chef with Jenkins, Puppet, Ansible and Docker Experience in configuring Docker Containers for Branching and deployed using Elastic Beanstalk.                                                                                      
· Experience in designing, installing, and implementing Ansible configuration management system for managing Web applications, Environments configuration Files, Users, Mount points and Packages.                                                                                      
· Extensively worked on Jenkins and Hudson by installing, configuring, and maintaining the purpose of Continuous Integration (CI) and for End-to-End automation for all build and deployments and in implementing CI/CD for database using Jenkins.            
· Configuring Chef to build up services and applications on the instances once they have been configured using cloud formation.
· Hands-on using various EC2, EMR cluster, Redshift, Databricks, S3 Buckets, IaaS /PaaS/SaaS.
· Solid experience on building ETL ingestion flows using Azure Data Factory.                                                                          
· Configured SSH, SMTP, Build Tools, and Source Control repositories in Jenkins. Installed multiple plugins to Jenkins and Hands-on experience in deployment automation using Shell/Ruby scripting.                                                                                        
· Experience in setting up Baselines, Branching, Merging and Automation Processes using Shell, Ruby, and PowerShell scripts.                       
· Big Data - Hadoop (MapReduce; Hive), Spark (SQL, Streaming), Azure Cosmos DB, SQL Datawarehouse, Azure DMS, Azure Data Factory, Athena, Lambda, Step Function and SQL.
· Experience on Implementation of Azure log analytics providing Platform as a service for SD-WAN firewall logs.  


Technical Skills:

	Data Engineering 
	
	ETL Processes, Data Warehousing, Data Modelling, Data Integration

	Technologies
	
	AWS, Azure, Snowflake, ETL

	Azure Services
	
	Azure Data Factory, Data Bricks, Azure SQL Database, Azure Data Lake, AZURE Synapse

	Programming Languages 
	
	SQL, Python, PL/SQL, UNIX, PySpark, Scala

	ETL Tools & Platforms
	
	Power BI, Talend, Pentaho Data Integration, Informatica, Web FOCUS, BMC Remedy

	Database Management
	
	Oracle, MSSQL Server, NoSQL Databases, MySQL, PostgreSQL

	DevOps
	
	Azure DevOps, CI/CD, Git

	Other Skills
	
	Data Governance, Data Quality, Performance Tuning, Cloud Security

	Operating System
	
	Windows, Unix, Sun Solaris

	Languages
	
	Visual Basic

	Documentation Tools
	
	MS Word, MS Excel, MS Project


                                    
                    
        

Professional Experience

Role: Lead/Sr. Data Engineer
Client: DIRECTV – DALLAS, TX  								Jul 2018 to Present

Responsibilities:

· Experience in building Power BI reports on Azure Analysis services for better performance.                                                                                                      
· Creating Metadata tables to log the activity of the packages, errors and change of the variable.
· Data Architecture for enterprise-level applications, overseeing data modeling, and ensuring robust data structures and data governance. 
· Good experience with Talend open studio for designing ETL Jobs for Processing of data.
· Used Azure Data Factory extensively for ingesting data from disparate source systems.
· Monitor query response times for users retrieving data from the CDP
· Experience in integrating Cloud SQL or Cloud Spanner for relational database needs in GCP architectures.
· Worked on different user personas, such as marketers, data analysts, and customer support teams, on how to use the CDP
· Conducting business analysis, including requirement analysis, business rules definition, data flow diagram creation, flowcharts, business process modeling, functional requirement analysis, source-target mappings, gap analysis, cause and effect analysis, and decision tree analysis.
· Implemented cross-platform queries using Presto to interact with disparate data sources like Hadoop, Hive, and S3
· Various techniques such as CDC, SCD and Hash bytes were used to capture the change of the data and execute incremental loading of the dimension tables.
· Experience in optimizing MongoDB queries, indexes, and configurations for high-performance data retrieval and storage.
· Track the performance of APIs used to retrieve customer data from the CDP
· Responsible for Deploying, Scheduling Jobs, Alerting and Maintaining SSIS packages.
· Implementing and managing Event Handlers, Package Configurations, Logging, System and User-defined Variables, Check Points and Expressions for SSIS Packages.
· Created documentation and training materials to educate users on RBAC best practices and procedures.
· Automating process by creating jobs and error reporting using Alerts, SQL Mail Agent, FTP and SMTP.
· Developed, tested, and deployed all the SSIS packages using project deployment model in the 2022 environment by configuring the DEV, TEST and PROD Environments.
· Created shared dimension tables, measures, hierarchies, levels, cubes, and aggregations on MS OLAP/ Analysis Server (SSAS).
· Demonstrated ability to leverage ZOrder clustering to improve query performance and minimize data shuffling in Spark applications.
· Designed and implemented end-to-end data engineering workflows, ensuring seamless data integration, transformation, and loading processes.
· Working experience on data formats such as JSON, Parquet, Avro, etc.
· Legacy Informatica batch/ real time ETL logical code migrated into Hadoop using Python, Spark Context, Spark-SQL, Data Frames and Pair RDD in Databricks.
· Skilled in integrating data skipping techniques with distributed storage formats like Apache Parquet or Apache ORC to achieve efficient data retrieval.
· Proficient in implementing MongoDB replication and sharding strategies to ensure data availability, fault tolerance, and horizontal scalability.
· Knowledgeable in performing exploratory data analysis (EDA) and data profiling using Data Frames.
· Used Kettle widely to import data from various systems/sources like MySQL into HDFS.
· Exported the result set from HIVE to MySQL using Shell scripts.
· Experienced in executing vacuum commands to analyze and remove outdated or unused data, indexes, or metadata.
· Designed SSAS cube to hold summary data for Target dashboards. Developed Cube with Star Schema.
· Solving complex query tuning challenges and refining database schemas to improve overall system performance.
· Explore data in a variety of ways and across multiple visualizations using SSRS.
· Expert on creating multiple kinds of SSRS Reports and Dashboards.
· Working for DevOps Platform team responsible for specialization areas related to Chef for Cloud Automation.
· Created, Maintained &amp; scheduled various reports.
· Worked on Azure Databricks, PySpark, HDInsight, u-SQL, t-SQL, spark SQL, Azure ADW and hive used to load and transform data.
· Expert in managing AWS Glue Studio to create and monitor ETL workflows in a visual interface.
· Experience in leveraging AWS Glue DataBrew for data preparation and cleaning.
· Expertise in working with DataStage Designer, Director, and Administrator tools for end-to-end ETL processes
· Data Extraction, aggregations and consolidation using PySpark.
· Created various SSRS Reports involving variety of features like Graphs, Filters, Sub-Reports, Drill down, Drill-Through, Multi-valued parameters using MS SQL Server) as a source system.
· Created private cloud using Kubernetes that supports development, test, and production environments.
· Worked on Managing the Private Cloud Environment using Chef.
· Used Azure Data Factory as an orchestration tool for integrating data from upstream to downstream systems.
· Experienced in creating multiple kinds of reports to present story Points.
· Experience in writing reports based on the statistical analysis of the data from various time frame and divisions.
· Developed stored procedures in MS SQL to fetch the data from different servers using FTP and processed these files to update the tables.
· Expert in using different components in Talend like Processing Components (tFilterRow, tAggregateRow, tMap and tJoin), Custom Code Components (tJava, tJavaRow)
· Created context variables and groups to run Talend jobs against different environments
· Strong knowledge of MongoDB's aggregation framework for handling complex data transformation and processing tasks.
· Creating Spark clusters and configuring high concurrency clusters using Azure Databricks to speed up the preparation of high-quality data.
· Created complex Stored Procedures, Triggers, Cursors, Tables and other SQL Joins and Statements for Applications by using T-SQL.
· Created numerous pipelines in Azure using Azure Data Factory v2 to get the data from disparate source systems by using different Azure Activities like Move Transform, Copy, filter, for each, Databricks etc.
· Worked on MS SQL Server, including SSRS, SSIS, and T-SQL.

Environment: Microsoft Azure, Azure Data factory, Data Lake storage, Azure SQL, Python, Kafka, PySpark, Power BI, ERwin, Azure SQL SERVER, SSIS, Bitbucket, Ansible, Shell Scripting, PowerShell, SSAS, SSIS, SQL, Snowflake, GIT, Jira, JBOSS, Bamboo, Docker, Web Logic, Maven, Talend, Databricks.

Role: ETL Developer
Client: Northern Trust, Chicago IL	                                    			 Jun 2016 to June 2018

Responsibilities: 

· Took major part in the analysis of business requirements and the preparation of comprehensive specifications by project guidelines needed for project development.                                                                                                  
· Designing and building multi-terabyte, full end-to-end Data Warehouse infrastructure from the ground up on Confidential Redshift for large scale data handling Millions of records every day.                                                                                                                                                                                                
· Wrote python scripts to process semi-structured data in formats like JSON.                                                                                                
· Used ETL component Sqoop to extract the data from MySQL and load data into HDFS.                                                                                                 
· Good hands-on experience with Python API by developing Kafka producer, consumer for writing Avro Schemes.                                                                                                 
· Managed Hadoop clusters using Cloudera. Extracted, Transformed, and Loaded (ETL) of data from multiple sources like Flat files, XML files, and Databases.
· Experience in configuring role-based access controls, authentication, and encryption to secure MongoDB instances.
· Ensure secure access control across data engineering environments
· Familiar with tools like MongoDB Atlas, Ops Manager, or open-source solutions for monitoring MongoDB health, performance, and automated maintenance.
· - Utilize identity providers (IdPs) like Okta, Azure AD, or AWS IAM for access management                                                                                     
· Managed the artifacts generated by Maven and Gradle in the Nexus repository and Converted Pom.xml into build.                                                                                                 
· Used Jenkins and pipelines which helped us drive all Microservices builds out to the Docker registry and then deployed to Kubernetes.          
· Responsible build Spark applications using Spark in Databricks for data extraction, transformations from multiple files formats transforming the data on HDInsight.
· Proficient in designing, developing, and deploying ETL workflows using IBM DataStage
· Strong command over DataStage PX and its components, including transformer stages, aggregator stages, and join stages
· Hands-on experience creating and optimizing Glue jobs using PySpark and Scala for efficient data transformation
· Proficient in configuring and tuning data skipping parameters, such as bloom filters or statistics, to achieve optimal query performance.
· Implemented and Managed data warehousing solutions on GCP, Snowflake, Hive, Kudu-Impala, DynamoDB, HBase, RedShift, and Postgres.
· Demonstrated ability to monitor and manage database bloat by regularly performing vacuum operations.
· Experienced in partitioning and ordering data based on one or more columns using the ZOrder technique for efficient data access.     
· Migrated data from on-premises SQL Server to cloud databases such as Azure Synapse Analytics (DW) and Azure SQL DB.
· Created tabular models on Azure Analysis Services to meet business reporting requirements.
· Demonstrated expertise in configuring and deploying Informatica Axon and EDC to establish a comprehensive data governance framework within Azure environments.
· Experienced in working with Azure Blob and Data Lake Storage, loading data into Azure Synapse Analytics (DW).                        
· Automated builds using Maven and scheduled automated nightly builds using Jenkins. Built Jenkins pipeline to drive all microservices builds out to the Docker registry and then deployed to Kubernetes.                                                                                                 
· Extensively worked on Hudson, Jenkins for continuous integration and for End-to-End automation for all build and deployments.                               
· Scheduling Jobs and Alerting using SQL Server Agent.       
· Conducted regular audits and reviews of RBAC configurations to ensure compliance with security standards.                                                           
· Managing Amazon Web Services (AWS) infrastructure with automation and configuration management tools such as Ansible, Puppet, or custom-built. Designing cloud-hosted solutions, specific AWS product suite experience.
· Resolved update, merge and password authentication issues in Bamboo and JIRA.
· AWS services and architecture, leveraging this expertise to design and implement scalable cloud solutions.
· Using AWS Storage services such as S3, EFS, and Glacier for efficient data storage and management.
· Python programming, utilizing it for software development and automation within AWS environments.
· Using AWS Application Integration Services like SNS, SQS, and Step Functions to build scalable and event-driven applications.
· Demonstrated expertise in configuring and deploying Informatica Axon and EDC to establish a comprehensive data governance framework within Azure environments.
· Managing AWS Database services like RDS and DynamoDB, ensuring efficient data storage and retrieval.
· Utilizing AWS Developer tools, such as CodeDeploy and CodePipeline, to streamline the CI/CD process for application development and deployment.                                                                                                 
· Developed and maintained Python/Shell PowerShell scripts for build and release tasks and automating tasks.                                                                                                 
· Used Jenkins pipelines to drive all micro services builds out to the Docker registry and then deployed to Kubernetes, Created Pods and managed using Kubernetes.    
· Data Extraction, aggregations, and consolidation of Adobe data within AWS Glue using PySpark.   
· Developing the PySpark code for AWS Glue jobs and for EMR.                                                                                            
· Designed and implemented large scale business critical systems using Object oriented Design and Programming concepts using Python and Django.            
· Implemented near-real time data processing using Stream Sets and Spark/Databricks framework.
· Extensive experience working and standing up Agile/Scrum environments, managing cloud environment.                                                                                     
· Experienced in working Asynchronous Frameworks like NodeJS, Twisted, and designing the automation framework using Python and Shell scripting.                                                                                                 
· Prepared projects, dashboards, reports, and questions for all JIRA related services.                                                                                                

Environment: EC2, S3, EBS, ELB, RDS, SNS, SQS, VPC, Redshift, Cloud formation, CloudWatch, DynamoDB, Jenkins, Ansible, Python, Kafka, PySpark, Shell Scripting, PowerShell, GIT, Microservice, Jira, JBOSS, Bamboo, Kubernetes, Docker, Web Logic, Maven, Web sphere, Unix/Linux, Nagios, Splunk.


Role: Data Engineer
Client: Wells Fargo, Fremont CA                                                                                      Aug 2013 to May 2016

Responsibilities:
  
· Migrating an entire oracle database to Big Query and using of power BI for reporting.                                                                                                           
· Build data pipelines in airflow in GCP for ETL related jobs using different airflow operators.                                                                                                           
· Experience in GCP Dataproc, GCS, Cloud functions, Big Query.                                                                                                           
· Used cloud shell SDK in GCP to configure the services Data Proc, Storage, Big Query Coordinated with team and Developed framework to generate Daily ad hoc reports and Extracts from enterprise data from Big Query.                                                                                                           
· Designed and Co-ordinated with Data Science team in implementing Advanced Analytical Models in Hadoop Cluster over large Datasets.    
· Experienced in performing data cleaning, filtering, and aggregation operations on large datasets using Data Frame APIs.                                                           
· Demonstrated ability to optimize data access by skipping irrelevant data blocks, partitions, or columns based on query predicates or filters. 
· Experienced in integrating ADLS as a data storage solution within Azure, implementing data lakes and Responsible for estimating the cluster size, monitoring, and troubleshooting of the Spark Databricks cluster.
· Created Unix Shell scripts to automate the data load processes to the target Data Warehouse.
· Utilized Jenkins to automate jobs and pipelines on Azure Databricks.             
· Developed and implemented RBAC policies and procedures to ensure secure access to data and systems.                   
· Skilled in configuring and scheduling vacuum operations based on database usage patterns and maintenance requirements.           
· Wrote scripts in Hive SQL for creating complex tables with high performance metrics like partitioning, clustering and skewing Work related to downloading Big Query data into pandas or Spark data frames for advanced ETL capabilities.                       
· Implemented error handling and retry mechanisms within workflows to handle data processing failures and ensure data pipeline reliability.                                                                                    
· Worked with google data catalog and other google cloud API for monitoring, query, and billing related analysis for Big Query usage.                                    
· Skilled in choosing appropriate columns for ZOrder clustering based on data distribution and query patterns.                                                                       
· Worked on creating POC for utilizing the ML models and Cloud ML for table Quality Analysis for the batch process.                                                                                                           
· Knowledge about cloud dataflow and Apache beam.                                                                                                                                                                                                                
· Created Big Query authorized views for row level security or exposing the data to other teams.                                                                                                           
· Expertise in designing and deployment of Hadoop cluster and different Big Data analytic tools including Pig, Hive, SQOOP, Apache Spark, with Cloudera Distribution.                                                                                                           

Environment: MapReduce, Spark, Scala, GCS, Hive, Pig, Sqoop, Azure, Data Stage, SSIS, Informatica, HBase, Oozie, Impala, Azure, Kafka, JSON, XML PL/SQL, UML, SQL, HDFS, Unix, Python, PySpark, Power BI, MSSQL.

Role: ETL Developer/Data Engineer
Client: HSBC, INDIA								                          May 2010 to Jun 2013

Responsibilities:
 
· Created numerous data frames and datasets using the Spark-SQL context to pre- process the model data. 
· Worked on designing the HBase row key to store Text and JSON as key values in the database and to get/scan it in sorted order. 
· Designing and implementing ETL processes to extract data from various sources, transform it according to business requirements, and load it into the data warehouse.
· Collaborating with cross-functional teams, including data analysts, data scientists, and business stakeholders, to understand their data requirements and ensure the ETL processes meet those needs.
· Developing and maintaining data pipelines, ensuring data quality, reliability, and integrity throughout the ETL process.
· Optimizing and tuning ETL workflows for performance, scalability, and efficiency.
· Monitoring and troubleshooting ETL jobs to identify and resolve data issues, performance bottlenecks, and errors.
· Ensuring compliance with data governance and security policies, including data privacy regulations and best practices.
· Conducting data profiling and data quality assessments to identify and address data inconsistencies and anomalies.
· Integrated workflow management tools with data storage systems, databases, and cloud platforms to enable seamless data movement and processing.
· Proficient in working with Data Frame libraries such as Pandas, PySpark, or Dask for data manipulation, analysis, and transformation.
· Proficient in configuring ZOrder clustering parameters, such as the number of buckets or the number of bits per dimension, to achieve optimal performance.
· Documenting ETL processes, data mappings, and transformations for future reference and knowledge sharing.
· Collaborating with stakeholders to define and prioritize project requirements, ensuring alignment with business objectives.
· Proficient in optimizing vacuum operations by setting appropriate threshold values and adjusting vacuum parameters.
· Proficient in implementing data skipping techniques to optimize query performance and reduce data processing in distributed computing frameworks like Apache Spark.
· Developing and maintaining data models and data dictionaries for efficient data storage and retrieval.
· Implementing data integration solutions, including data extraction, transformation, and loading from various sources such as databases, APIs, and flat files.
· Creating and managing data pipelines using ETL tools like Informatica, Talend, or Apache NiFi.
· Working with big data technologies such as Hadoop, Spark, or Kafka to process and analyze large volumes of data.
· Conducting performance tuning and optimization of ETL processes to improve data processing speeds and reduce latency.
· Collaborating with data architects and database administrators to design and maintain data warehouse infrastructure and schema.

Environment: BLOB Storage, SQL server, Teradata Utilities, Windows remote desktop, UNIX Shell Scripting, AZURE PowerShell, Databricks, Python, Erwin Data Modelling Tool.

Certification 
Microsoft Certified: Azure Data Engineer Associate

Environment:
Bachelor of Technology (Computers Science and Engineering), 2009, from Anna University
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